How Fast Can | Run My VLA?
A critical read of VLA-Perf (Jiang et al., NVIDIA Research, 2026)

Marcus Lam and Pulak Mehrotra

Source markers: [paper] VLA-Perf  [mo] the 7o paper [n]reference n unmarked: our arithmetic



Find VLA designs that run in real time; the space is too big to measure

The paper’s question: which combinations of model and system meet a latency target? """

THE KNOBS HOW MANY CONFIGURATIONS?
Held fi
Model System eld fixed Evaluated - TP
Scale GPU Precision
Action generation Placement Software Paper’s knobs 108
Denoising steps Network Power
Chunk size Network variance
R All knobs 10’
Action DoF Tenancy
Context Accuracy 10° 10? 10" 10° 108
Cameras configurations (log scale)
Sync / async
Dual-system

Building each system is “cost- and time-prohibitive”,”"” so the paper models instead, and
evaluates about 10? of the 10° points.
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The target: inference as fast as the camera

latency L

Cameras, robot state upload VLA inference
>

one observation vision + VLM + action expert

next observation T l download

Arm executes | Action chunk
at control rate f¢ H actions
10 Hz “acceptable” 100 Hz “high-performance” >’

Bracketing 24-60 fps cameras. Task success is out of scope.

Objective: latency. Target: camera rate.  Accuracy: assumed held fixed.
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To: the prefix runs once, compute-bound; the expert runs 10 x, memory-bound

compute-bound

Cam1 - =
~—— SigLIP vision encoder
Cam 2 —> 400M, 768 tokens
> compute-bound ——>  Gemma-2B prefill
Cam 3
Language A

800 tokens — KV cache

Robot state

Noise

50 X 14

Action expert
300M, X 10 flow steps

KV cache

Action chunk
H = 50

l

Robot executes

memory-bound

The prefix KV cache is computed once. Each of
the 10 flow steps re-runs only the 300M expert,
which was “downsized ... to speed up
inference.” "™’

k < Hactions

As deployed: 50 Hz robots run 25 of the 50
actions open-loop, then re-infer. Measured on
an RTX 4090: 73 ms on-board, 86 ms over
Wi-Fi. !
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Roofline: left of a GPU'’s balance point is memory-bound; the expert always is

action expert vision VLM prefill Per operator,
T T T _ FLOPs bytes
1 r= max( peak ’ bandwidth)'
£ 1,000 : ..
a | « Vision, VLM: many tokens —
— 1
- ' balance point compute-bound
Q 100 !
% .
g : Jetson Thor « Action expert: few tokens —
£ 10 : — [ueeEe memory-bound on every GPU
. B100
1 o . -
s 100 . Thor: all memory-bound

arithmetic intensity (FLOP per byte)?*¢")

Memory-bound means bytes decide latency. Precision cuts bytes; the paper never varies it.
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VLA-Perf predicts latency from datasheet numbers alone; nothing is measured

Model config Operator list

layers, dims, tokens, steps, chunk FLOPs and bytes per operator

l

FLOPs, Bytes,
To = max( peak > EWO) *’[ Tiotal = > To + 2. Ta

GPU spec
peak FLOP/s, memory bandwidth

Network spec
P — Ty = Netlat + oo

base latency, bandwidth

No box for:  precision software efficiency latency variance task success

Datasheet in, latency out: instant, free, and it covers hardware and models that do not exist yet.

Claimed contribution: a model for “arbitrary combinations” of VLA and system, 15 design

rules, an open tool.
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Validated once: one fast 7., one GPU, one precision

THE ONLY MEASURED SETUP
Model To 40 - [ predicted (VLA-Perf) 83%
I B measured (Ma et al.)
GPU RTX 4090 . 82%
wn
.. z
Precision  BF16 < 3%
o
Code hand-tuned Triton (fastest known) g
=
Varied cameras: 1, 2, 3 -
Fidelity: how close VLA-Perf’s prediction comes o
to the real setup’s latency. 1camera 2 cameras 3 cameras

= predicted + measured

All of the paper’s ground truth: the best case, at three points.
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What the paper predicts, bluntly

MODEL
o steps x Size 10-100 X 1K vs. 100
Denoising steps drive Bigger model, Diffusion beats Context steps that fit:
latency; chunk size is proportionally slower. autoregressive decoding. datacenter vs. edge GPU.
nearly free.

DEPLOYMENT (7o)

19 Hz 26 Hz 120 Hz 13.8 %

On-device (Thor): 10 Hz A 4090 over Wi-Fi beats 100 Hz needs a B100 and Async multiplies cloud
yes, 100 Hz no. on-device. WiFi 7. rate (4G: 3.7 — 50.5 Hz).

To go fast: fewer steps, diffusion, a fast GPU nearby, and async.
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Each design rule rests on one held-fixed input: six inputs, six cri

Every design rule passes through the same six steps. Each critique targets one.

The paper... We ask... Critique
1 predicts latency with a roofline Is it close to real systems? C1 Fidelity
2 models only BF16, ideal software Do other settings change the answer?  C2 Precision
3 adds one fixed network latency Do real deployments behave that way?  C3 Environment
4 calls >10Hz “real-time” Is Hz the right measure of reacting? C4 Reaction
5 recommends the faster option What does it cost in success? Cs5 Accuracy
6 generalizes from 7o Do other architectures agree? C6 Architecture
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C1 Fidelity: 80% is the best case; real stacks land at 27-43%

PAPER CLAIMS ASSUMES TRUE DELTA
“Exceeding 80%" fidelity is The tuned 4090 result stands A ceiling: typical code runs
sufficient for insights. """ for every stack and every GPU. 2-4x slower than predicted.
The validation: hand-tuned Triton, RTX 4090 : paper’s bar
3 cameras 83%[p[\pe\]
1 camera 73%[pdpm]

Same RTX 4090, other code 1
stock openpi, 2 cameras I /> !

mo's own code, whole model  IEEEG—— 3o 0! !

mo's own code, action expert  IEEEG—_—_—_—SN 7% 70! |

Other GPU 1
Jetson Thor, o5, BF16 I 27-38% 13 |

0% 20% 40% 60% 80% 100%

Every untested knob (code, drivers, harness, GPU) only adds time: the predictions oversell.
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C2 Precision: the server wins only at BF16; with FP8, Thor roughly ties

PAPER CLAIMS ASSUMES TRUE DELTA
Server beats on-device; 100 Hz BF16 and ideal software, on a With the best stack on each
on Thor needs model-level GPU where everything is side, it is roughly a tie.
changes. ™" memory-bound.
Thor BF16, roofline 52,607 on-device
Thor BF16, measured 132-166 7
Thor FP8, measured I £a-547
4090 + WiFi 6, roofline 38.7!paper! server
4090 + WiFi, stock gglmo!
4090 tuned + measured WiFi IEEEEG— 5ol 0]
oms 50 ms 100 ms 150 ms

FP8 alone takes Thor from 132-166 ms to 41-54ms: a precision change, not a model change.
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one fixed number in the model; real Wi-Fi has a tail

PAPER CLAIMS ASSUMES TRUE DELTA

Network quality decides Fixed latency: no jitter, no Rankings hold for the median
placement; 100 Hz needs contention, one dedicated GPU of an idle network. Deployment
Ethernet or WiFi 7.7 per robot. risk lives in the p99.

—_— VLA-Perf: 7.6 ms

—— Shared Wi-Fi (schematic)”!

density

(¢} 20 40 60 80 100 120

network latency (ms)

Shared Wi-Fi: ~25 ms mean, up to 50 ms sd."” Rankings use the mean; robots live in the tail.
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C4 Reaction (1/2): async keeps the arm moving by acting on old observations

PAPER CLAIMS ASSUMES TRUE DELTA
>10Hz is real-time; async Higher Hz means a Async raises Hz, not reaction
multiplies Hz (13.8 x)."**" faster-reacting robot. time; latency L is the floor.

Sync arm waits for every inference: Hz = 1/L

GPU arm idle while GPU runs
arm

Async next inference runs while the arm moves: Hz up to the GPU/network limit

v observation for chunk b
GPU

arm chunk a chunk b

B S E—
arm moves on for L: chunk b starts stale

Async buys Hz by running each chunk on an observation that is already L old. 12/19



C4 Reaction (2/2): in async, Hz no longer says how fast the robot reacts

Cloud B100 over 4G: async lifts 7, from 3.7 to 50.5 Hz, """ but every action uses a view 273 ms old.

FAILURE 1: STALENESS FAILURE 2: REACTION TIME

Each chunk is planned for where the arm was L A new event waits for the next observation, then
ago: Lf. steps out of date (=14 at 50 Hz). Naive L more: Lf. to kR + Lf. steps. Async shortens
chunk switching jerks out of distribution.™ neither term.

To, fc = 50 Hz Paper's metric  Stale steps  Fastest reaction (= L)
RTX 4090 on-device 32 Hz ~2 31ms
B100 cloud over 4G, async 50.5Hz SATA 273 ms

Hz picks the cloud; reaction time picks the robot. Blanket “use async” hides both failures.
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C5 Accuracy: assumed, so fewer steps and smaller models come for free

PAPER CLAIMS ASSUMES TRUE DELTA
Reach 100 Hz with fewer steps Models “meet the necessary A latency menu: each option
or smaller models. " accuracy thresholds” (§3). needs a success number.
success
o °
1-step, distilled: 98.75%, 83 ms!") 10-step o 5: 97.75%, 274 Ms

?

smaller model
? ?

1-step, naive long context

latency (the only axis VLA-Perf sees)

Naive 1-step breaks success; distilled 1-step keeps it, after retraining the model cannot see.
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C6 Architecture: the split verdict is a property of 7, not of VLAs

PAPER CLAIMS ASSUMES TRUE DELTA
Device-server split is Every action expert reads all 18 Holds only for full-KV experts;
“unattractive”; dual-system is layers of VLM KV cache. an open dual-system exists.
hypothetical. "
7o (VLA-Perf’s assumption): ~14.7 MB GRoOT N1"*; ~3.3 MB
VLM layer 1 VLM layer 1

VLM layer 2 ~—— action

: / expert VLM layer 12 oI
. cross-attention
VLM layer 18 layers 13+ unused

One-layer conditioning ships 4.5x fewer bytes; the open dual-system was never checked.
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Every gap has been measured; all but the network one already have a fix

The gap, measured

The fix, where one exists

(&

C2

G

Cs

Cs5

C6

Stock openpi 7o on the same 4090: 53.7 ms, 42% of
predicted !’

Thor 7o 5 at BF16: 132-166 ms, about 3x the
roofline 3

A shared GPU adds 75% latency; N'(10, 15) ms of
injected delay costs 10 points of success'”!
Naive async chunk switching gives jerky,
out-of-distribution motion'®

Naive 1-step 7.5 degrades success on most tasks '

An open dual-system already exists: GROOT N1, 10 Hz
VLM, 120 Hz actions, 63.9 ms on an L0

CUDA graphs and kernel fusion bring it to 27.3 ms!"

FP8 on Thor: 41-54 ms>); 3-bit weights keep 94.8%
success '

Open: no p99-latency-vs-success curve for VLAs over
5G or cloud

Inpaint the committed actions'®; report reaction
latency directly, 54% lower ™!

Distilled 1-step: 98.75% success at 83 ms, vs. 97.75% at
274 ms!"

Condition on one VLM layer: 3.3 MB across a split
instead of 14.7 MB !

Most of the correction is already published. The model needs to take it as input.
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The mechanisms hold; the latencies and verdicts built on them don’t

! Csaccuracy: no axis 1 1 C2 precision: bytes = 24, |
| C6 architecture: mo only | : never varied !

r------. - T----= AT - - - .
¥ ¥
Model config ———> FLOPs and bytes per operator
[ Cisoftwarestack: | i Bim ——————_ | CioutputisHz !
L GPU spec > To=max(fZe Mee) [ )
| real code at 0.3-0.8 x of peak | > P 0 = MaxX{ Tpeak BW ‘ total F 7| reaction is k + Lf. steps |
Network spec — Ty = Netlat + zy:f;ﬁ
A

; (3 network: a distribution !
N . |
''with a tail, not one number

HOLDS: THE MECHANISMS DOESN'T HOLD AS STATED: THE VERDICTS

The expert is memory-bound, so steps cost Every latency and Hz (best case). “Server beats
latency and chunk size is free. Latency grows on-device” (precision, tails). “100 Hz needs WiFi
with parameters. Diffusion beats autoregressive 7" (p99). “Async makes the cloud real-time”
decoding. Payload bytes decide splits. (reaction). “Splits are unattractive” (o only).

Use VLA-Perf to rule designs out and to read trends, not to quote a deployment latency.
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VLA-Perf says what's impossible; five additions say what's deployable

efficiency .. . latency reaction
precision axis o
VLA-Perf factors distributions latency success curves deployment
> > BF16 / FP8 ) > > >
roofline per GPU and i &) contention, in control delay, steps (Cs) planner
FPy (C2
stack (C1) power (C3) steps (C4)

VLA-Perf tells you what's impossible.
To know what's deployable, you need the five boxes it leaves out.
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Backup (Cs): what Hz misses, in three conditions

To: fe = 50Hz, k = 25, L = 73ms.'" The paper’s Hz metric checks only row 1.

Condition In words Formula To

1 Keep up next chunk arrives before this one runs out rate > fc /R 2 Hz, not 10
2 Staleness  chunk was planned for where the arm was L ago Lfc steps ~L steps

3 Reaction  wait for next observation, then inference Lfcto R+ Lfc  4—29 steps
Same f. = 50 Hz Paper’'s metric  Stale steps  Fastest reaction (= L)
4090 on-device (Tab. 3) 32Hz 2 31ms
B100 cloud over 4G, async (Tab. 8) 50.5 Hz ~14 273 ms

Async raises row 1, not rows 2 and 3, so Hz and reaction time disagree on the ranking.



Backup: from a configuration to a prediction (7, on an RTX 4090)

RTX 4090 spec: 165 TFLOP/s (BF16), 1008 GB/s."”*" Each component is either compute-bound or

memory-bound, so one term dominates:

Component Bound Dominant term (back of envelope) VLA-PerfPere]
Vision encoder compute 2 x 0.4B params x 768 tokens / 165 TFLOP/s 3.7ms 4.0ms
VLM prefill compute 2 x 2B params x 800 tokens / 165 TFLOP/s 19.4ms 19.8 ms
Action expert memory 10 steps x (0.3B params x 2B) / 1008 GB/s 6.0ms 7.3ms
Total 29 ms 311ms

A prediction is the configuration’s FLOPs and bytes divided by the GPU’s datasheet numbers.



Backup: how each knob enters the equations

Every result in §4 reruns the same equations with one input changed:

Knob Input it changes Effect on the 7, prediction

GPU (4090 — Thor) peak FLOP/s, bandwidth memory-bound terms x3.7 (action 7.3 —
~27ms)

Denoising steps (10 — 5)  action-expert passes action term halves

Chunk size (50 — 250) action-expert tokens nearly free: weights read once per step

Cameras, model size tokens, parameters scales with tokens x params

Placement, network adds NetLat + bytes/NetBW image upload + action download

Measured times are never reused; every prediction assumes the same ~80% fidelity.



Backup: the knobs VLA-Perf can turn, and the ones it can’t

MODEL KNOBS SYSTEM KNOBS HELD FIXED

Scale 2.7B, 9.1B, 16.7B, 81B GPU Thor, 4090, A100, Precision BF16 only

Action generation  diffusion (2 sizes), AR, AR-parallel H100, B10O Software ideal

Denoising steps 1, 5, 10, 20, 50 Placement  device, edge, Power peak spec

Chunk size 5, 25, 50, 100, 250 cloud, split Network one fixed latency
Action DoF 7 to 42 Network Ethernet, WiFi, Tenancy 1GPU per robot
Context 1to 10K timesteps 4G/5G, cloud Accuracy assumed adequate
Cameras 1,2,3

Execution sync, async Each of these becomes a

Dual-system

off, 5 Hz, 10 Hz cap

critique.



Backup: how big is the search space?

Model knobs (4-5-5-4-6-5-3-2-3) =2 x10°
x valid GPU / placement / network ~ 15
Paper’s own knob space ~ 10°
x fixed knobs (precision, stack, power) ~ 10’
Points actually evaluated ~ 10°

One-factor-at-a-time sweeps around the 7, default.
Interactions (fewer steps x async x 5G, precision x
placement) are never explored.

Some combinations are invalid (AR ignores steps; out of memory), so
10° is an upper-order estimate.

Evaluated - 10%

Paper’s knobs 10°

All knobs 10’

10° 10° 10" 10 108

configurations (log scale)



Backup: what the paper gets right, by takeaway number

Mechanisms that follow from intensity and bytes moved, not from absolute numbers. No critique
touches them.

Takeaway Holds because...

T2 The action expert is memory-bound (decode-like); vision and VLM are compute-bound
(prefill-like).

T6 So denoising steps cost latency, and chunk size is nearly free.

T3 Latency grows with parameters; memory capacity caps model size per GPU.

17, T8 Diffusion beats autoregressive decoding, and the parallel-decoding baseline makes it a
fair fight.

T9, T10, T11  Mechanisms: network time dominates server latency, payload size decides splits, async

pipelines it all.




Backup: takeaways that don’t hold as stated, by takeaway number

Takeaway The paper says Critique  True delta
All numbers  Latency and Hz in Tables 3-9 C1 Best case only: typical code runs 2-4x slower
T, T13 Edge is limited; 100 Hz needs C2 Precision suffices: FP8 Thor runs 7o 5 in 4£1-54ms
model changes
T9 Server beats on-device C2,C3 Best vs. best is a tie on the mean; tails favor the
device
T14, T15 100 Hz needs Ethernet or WiFi 7 (6] Holds for an idle network’s median; p99 decides
T11, T15 Async makes the cloud real-time Cy Async raises Hz, not reaction time; L is the floor
Ty, T5, T13 Scale up; 1K context; cut steps or Cs A latency menu: each option needs a success
size number
T10 Device-server split is unattractive (6 Only for full-KV experts; one-layer ships 4.5x fewer
bytes
T12 Dual-system gives 1.05-2.26 x C6 Upper bound on an unbuilt system; GRooT N1 exists
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